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Figure 9.10 Different kinds of parallelism in the computation of ANNs on thread blocks
considering 256 threads per block. th(x, y) values denote the threads of the block. Neuronal
parallelism (a), and synaptic parallelism (b).
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average pixel values (
∑

k xki) and the average pixel squared values (
∑

k x2
ki).

These parameters are stored in the global memory of the GPU. Then at each
iteration these values are aggregated to compute for each window of interest
the reductions over the whole window for obtaining the deviation given by
Eq. (9.3). In total, 2mWH/(8 × 8) parameters have to be stored, where m is
the number of spectral bands and W × H is the size of the image.

Indeed, by expanding the exponential term of Eq. (9.3) we obtain:

N∑

k=1

(xki − xi)
2 =

N∑

k=1

x2
ki − 1

N

(
N∑

k=1

xki

)2

. (9.7)

From this factorization it is easy to compute the parameters of a window
larger than 8 × 8 pixels using the parameters of the component subwindows
because it requires only one reduction operation of the parameters that have
been precomputed for the 8 × 8 areas.

The selection of windows of interest, that is performed at each iteration,
is sequential owing to the fact that for one iteration it must be compulsory
performed after processing the previous iteration. For maximum perform-
ance, the detection tests must be done in parallel for all the windows at each
iteration. This implies that the identifiers of the windows that have progressed
from one iteration must be stored in global memory before performing the
detection tests associated to the next iteration. The number of selected win-
dows is then communicated to the CPU, which controls the program flow
and determines the windows that must be analyzed in the next iteration and,
therefore, the minimum number of thread blocks that must be invoked. This
way, the thread blocks load only the selected windows over which tests will
be performed in parallel.

Summarizing, the multiresolution target detection algorithm requires
computing the following steps on the GPU:

• Block-level reduction. One kernel performs the initial partition of the
image into 8 × 8 pixel areas and the parallel computation of a reduction
operation over each area, storing in memory the parameters obtained.

• ANN input calculation. At each iteration, after the selection of the win-
dows that will be the objective of the target detection, the computation
of the inputs of the ANNs from the parameters obtained by the previous
step is performed. One separate kernel computes the inputs of the ANNs
for each window.

• ANN application. At each iteration, application in parallel of ANNs for
detection (ANN-1) and, if necessary, for scale identification (ANN-2) to
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Figure 9.11 Mapping of computations on thread blocks for block-level reduction (a) and
computation of the ANN inputs (b).

all the selected windows. The ANN application is computed by another
separate kernel.

In order to maintain the coalescence of memory accesses, we use a
spatial-domain partitioning which divides the image into cubes and bands
in a similar way as [3] for computing the initial block reduction and the
aggregation of results at each iteration of the algorithm. Figure 9.11 shows the
mapping of computations to thread blocks in steps 1 (block-level reduction)
and 2 (ANN input calculation). In this figure, “th. dim x” and “th. dim y”
refer to the values that index the group of threads in a block.

In the block-level reduction step, shown in Figure 9.11(a), each block of
64×8 threads performs the reduction of the 64 bands of an area of 8×8 pixels.
Since the number of pixels is larger than the number of available threads,
some operations are performed sequentially over 8 pixels and 8 threads col-
laborate to perform a reduction operation for data in the same band. This is
illustrated in the figure using two-dimensional thread blocks (of size X × Y

threads) and one additional temporal dimension. These three dimensions of
processing are mapped on the data cube as indicated in the figure.

For the ANN input calculation, shown in Figure 9.11(b), the thread blocks
are 64 × 16 and process a data cube of 64 × 64 × 16 parameters where each
thread sequentially performs computations over 64 parameters and 64 threads
collaborate in the reduction operation for the parameters of the same band.
Note that in this case a block of threads does not compute all the spectral
components of the image area considered, so different blocks must cooperate
in calculating each ANN input.
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Finally, for the ANN application step partitioning strategies similar to
those described for the target detection algorithm at pixel level (neuronal
parallelism and synaptic parallelism) have been used.

9.4.3 Multiresolution Rotation-Invariant Target Detection
Algorithm

This iterative algorithm is more complex than the previous one since it com-
prises four stages of ANNs and two reduction operations for the calculation
of the ANN inputs. These reduction operations compute the deviations which
are inputs to ANN-1, and the average spectra of rotated areas which are inputs
to ANN-2 (see Section 9.2.3). The algorithm also involves the selection of
windows on which reduction operations have to be performed. Due to the
iterative nature of this algorithm, the main bottlenecks are the selection of
windows and the reduction operations for calculating the inputs to the ANNs.

As for the previous algorithm, the algorithm initially computes the av-
erage pixel values (

∑
k xki) and the average pixel squared values (

∑
k x2

ki)
using a block level reduction in order to accelerate the reduction operations.
The whole image is divided into 8 × 8 pixel blocks and the results obtained
for each spectral band are stored in the global memory of the GPU. These
precomputed values will be used in the target detection and rotation vector
computation stages. In the first case, they accelerate the computation of the
deviations which are used as inputs to ANN-1 while in the second case the
acceleration is over the calculation of the average spectra in rotations used as
inputs to ANN-2. In our case, the mask is made up of 4 cells, and 4 rotation
angles are considered, so that we can estimate rotations over targets with a
minimum size of 16 × 16 (since it is the smallest area that contains 4 cells of
size 8 × 8 pixels).

Similarly to the previous algorithms, the computation of the hierarchical
ANN structure (composed by 4 ANNs in this case), can be performed using
the partitioning strategies called neural parallelism and synaptic parallelism,
as described in Section 9.4.1.

9.5 Experimental Results

The proposed GPU implementations have been tested on a NVIDIA Fermi-
based GPU, a GeForce GTX 580 [15], which features 512 processor cores
grouped into 16 SMs of 32 SPs each. The GPU global memory consists of
1.5GB of GDDR5 memory at 2004 MHz whose bandwidth with the CPU is
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Figure 9.12 1024 × 1024 × 64 hyperspectral images used for the experiments with the target
detection algorithms: pixel-level and the multiresolution (8 shipwrecked persons) (a), and
rotation-invariant multiresolution (8 ships) (b).

through the PCI Express 2.0 with a peak bandwidth (counting both directions)
of up to 20 GB/s. The bandwidth of the global memory inside the GPU has
a peak value of 223.8 GB/s. In the case of the shared memory given that the
clock rate is 1544 MHz, that 4 bytes per cycle can be read from each bank
of the shared memory, that there are 32 banks per SM and 16 SMs, a peak
value of 1581 GB/s is obtained. The 64 KB of on-chip memory per SM can be
configured as 48 KB of shared memory and 16 KB of L1 cache or vice versa
being the first one the configuration selected for this work. There is also a 768
KB L2 cache that is shared among all the SMs. Regarding the computation
rate, the GTX580 card is made up of 512 cores, each one can deliver two
floating point instructions per cycle and each one works at 1544 MHz, so
a peak rate of 1581.1 GFLOPS is obtained [24]. The CUDA code has been
compiled using the nvcc compiler provided by the CUDA 4.0 toolkit, also
under Linux.

The CPU code was optimized through data access reordering in order
to increase the memory hierarchy performance. It was evaluated in an Intel
Quad Core Xeon E5440 at 2.83 GHz, with one 32 KB L1 cache per core for
instructions and another one for data. There is also a 6 MB L2 cache per core
pair and a unified 8 MB L3 cache shared by all cores. The code was compiled
using the gcc version 4.4.3. In both platforms the algorithms were compiled
with the -O2 flag.
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The images used in the experiments were obtained using the hyperespec-
trometer developed by our group. We focus on a search and rescue scenario
working on pre-recorded hyperspectral images. Although a large number of
images with different number of targets were required for the ANN training
process, the performance evaluation has been done for the images shown
in Figure 9.12. The first one (Figure 9.12(a)) is a 1024 × 1024 image with
64 spectral bands (the size is 1024 × 1024 × 64 floats) that contains ship-
wrecked persons in the sea as targets. This image is used for analyzing the
pixel level and the multiresolution level algorithms. For the rotation-invariant
multiresolution algorithm an image of the same size but with ships in dif-
ferent orientations was considered. For performance comparison purposes an
image with also 8 ships was selected as shown in Figure 9.12(b); although
only 6 out of the 8 ships in the image are valid targets. It is remarkable that
the images include not only the targets but also different objects of similar
characteristics for proving the ability of the developed algorithms to identify
targets in complex scenarios.

For the speedup measures we compare the execution time in the GPU
to the execution time on the CPU, obtaining each one as an average of one
hundred executions. The time measurement is, in general, started right after
the hyperspectral image is in the GPU global memory and stopped after the
detection results are obtained and stored in the CPU memory. Nevertheless,
we have also studied the time cost of data transfer between the CPU and the
GPU because it is a crucial factor when searching for real-time processing.

The bandwidth utilization and the GFLOPS rate obtained for each al-
gorithm are also analyzed. For this purpose we have estimated the execution
time for global memory accesses, shared memory accesses, and computation
separately. To estimate global memory access time, we replace all global
memory accesses with register accesses, and calculate the global memory
access time as the time difference between this program and the original
one. The same approach is used to measure shared memory access time. This
method was previously used in [23]. We must consider that this method per-
forms only an estimation of time breakdown and it does not provide accurate
time measures.

The ANNs used in this work are two-layer networks, so that all arithmetic
operations can be performed in single precision because the accuracy loss
does not alter the final results. This reduces to approximately half the number
of bytes transferred and simplifies the arithmetic operations. In the case of
ANNs with a high number of layers, double precision could be required.
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Regarding effectiveness it is important to emphasize that the designed
algorithms detect all the instances of the target in the image and that paral-
lel versions of the designed detection algorithms provide exactly the same
detection results as those implemented in CPU.

9.5.1 Target Detection Algorithm at Pixel Level

For this algorithm the computational work consists mainly on applying the
RBF ANN to each pixel of the image (a vector of hyperspectral information).
Two different partitioning strategies, as was explained in Section 9.4.1, were
used: neuronal parallelism and synaptic parallelism.

The performance results for the 1024 × 1024 × 64 sample image that
contains 8 instances of the target (Figure 9.12(a)) are shown in Figure 9.13.
The execution times for both GPU implementations as well as the sequential
execution times in CPU are displayed in Figure 9.13(a). Different meas-
urements were obtained varying the number of pixels per chunk, i.e., the
maximum number of pixels that can be simultaneously processed. We ob-
serve that increasing this parameter (X-axis) the execution time in CPU
remains constant. Nevertheless for the GPU implementations if the X-axis
increases, the amount of work that can be performed in parallel also increases
and, as a consequence, the execution time decreases. This effect can be more
clearly observed in Figure 9.13(b) where the corresponding speedups for
the same configurations are displayed. All the executions reflected in these
graphs consider 256 threads per block, being this number of threads the best
configuration obtained from the experiments.

We can observe that for the synaptic parallelism the maximum possible
chunk size (maximum number of ANNs that will be executed in parallel) is
216. The reason is that computing 218 ANNs, the next value in the X-axis,
requires 65536 active blocks (218 × 64 = 226 threads, owing that each ANN
requires 64 threads to be computed, and 226/256 = 65536 blocks) being
65535 the maximum for this architecture [8].

Regarding the optimum chunk size we observe in Figure 9.13(b) that it
depends on the partitioning strategy, being 212 or bigger for neuronal parallel-
ism and 28 or bigger for synaptic parallelism. These limits can be explained
by the GPU occupancy. This parameter indicates the degree of utilization of
the hardware, takes values in the interval [0, 1] and it can be measured by
using the CUDA Visual Profiler tool [25].

Table 9.1 shows the occupancy and the number of active blocks per SM
for different chunk sizes for both parallelizing strategies. For the neuronal
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Figure 9.13 Execution times (a) and speedups (b) of the CPU and GPU implementations of
the target detection algorithm at pixel level for a 1024 × 1024 × 64 image.

Table 9.1 Target detection at pixel level. GPU occupancy and active blocks per SM for
neuronal parallelism and synaptic parallelism considering 256-thread blocks.

Neuronal parallelism Synaptic parallelism
Chunk Occupancy Blocks per SM Occupancy Blocks per SM

24 0.042 1 0.667 1
26 0.167 1 1.000 1
28 0.667 1 1.000 4
210 1.000 1 1.000 16
212 1.000 4 1.000 64
214 1.000 16 1.000 256
216 1.000 64 1.000 1024
218 1.000 256 – –
220 1.000 1024 – –

parallelism a chunk size of 210 already presents occupancy 1. Indeed, consid-
ering that in the neuronal parallelism 4 threads are necessary for computing
each ANN and also considering 256-thread blocks, a chunk of 210 requires 16
blocks that are assigned to the 16 SMs in the GPU. Although in this case all
the SMs are being used, the limit in hardware use has not been reached yet be-
cause each SM can keep 1536 threads (48 warps) active simultaneously [16].
If the chunk size is increased to 212 all the SMs continue to be busy but with
4 blocks per SM (1024 threads), that approaches the limit of 1536 active
threads. This is the reason for the maximum speedup for chunk sizes above
212. The same can be argued for the synaptic parallelism but considering that
64 threads are required for computing each ANN, achieving the maximum
speedup for a chunk size of 28 and above.
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In Figure 9.13 we observe that the implementation based on neuronal
parallelism is the most efficient one reaching for 220 pixels per chunk a
value of 138.5×, being 0.0094 seconds the execution time, while for synaptic
parallelism the best value was a speedup of 22.0× for 216 pixels per chunk
with 0.0592 seconds. The CPU time for the optimized detection algorithm at
pixel level is 1.3018 seconds. In the neuronal parallelism only 4 threads are
necessary for computing each ANN. For the case of synaptic parallelism 64
threads are necessary to compute one ANN. It is clear that each thread per-
forms more computations in the case of neuronal parallelism thus exploiting
the GPU architecture better and obtaining larger speedups.

Although no previous author we are aware of tested the same ANN-based
target detection algorithms, we can compare these results to the target detec-
tion algorithms studied in [12] where the best result was a speedup of 70.1×
for a hyperspectral image of 140 MB. In our case the best result is a speedup
of 138.5× for an image nearly twice this size, 256 MB.

Figure 9.14 shows the time consumed in the target detection at pixel level
for the two parallelizing strategies for a chunk size of 216, broken down
into memory accesses and computation times. As we can see, the memory
access is the major overhead in the execution of the two versions of the
algorithm. The memory access for the neuronal parallelism consumes 91%
of the time, being nearly 82% for the synaptic parallelism. For the neuronal
parallelism 59% of the time is for global memory accesses because in this
implementation each thread computes one neuron in the hidden layer thus
not being necessary to store intermediate results in the shared memory. Note
that, owing to the fact that the method for measuring the memory access time
is not accurate, we obtain a global memory bandwidth for this algorithm that
is larger than the theoretical peak of 223.8 GB/s.

For the synaptic parallelism the situation is the opposite because the num-
ber of accesses to shared memory that are required to store the intermediate
results computed by each thread for each neuron is very large. The shared
memory consumes 67% of the time so its bandwidth is 134.25 GB/s, still far
from the theoretical peak of 1581 GB/s for this GPU. This is due to a better
utilization of the memory transactions.

With respect to the computation time, it is a smaller fraction of the total
for the neuronal parallelism, 9% corresponding to 0.0008 seconds, than for
the synaptic case, 18.8% corresponding to 0.0132 seconds. The reason is
the better GPU architecture exploitation for the neuronal case each thread
performs more computations than for the synaptic case. As the computation
time is smaller for the neuronal case, and the number of operations remains
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Figure 9.14 Time breakdown for the pixel level algorithm applying neuronal parallelism (a)
and synaptic parallelism (b).

constant, the GFLOPS rate is bigger. The value for the neuronal case is 1299
GFLOPS while for the synaptic one 83 GFLOPS were obtained.

9.5.2 Multiresolution Target Detection Algorithm

The multiresolution target detection algorithm searches iteratively over the
image in decreasing size windows for consecutive iterations. In Table 9.2 the
performance results are displayed in terms of execution time and speedup of
the GPU implementation over the CPU one for the 1024×1024×64 image of
8 shipwrecked persons (Figure 9.12(a)). The GPU implementation performs
initially a block level reduction in shared memory over 8 × 8 pixel blocks.
This stage of the algorithm is very efficient given that the large number of
reduction operations are performed in parallel by different blocks of threads
and each thread performs the reduction of not only 2 elements but a group
of 8 elements. The speedup obtained and denoted in the table as “block level
reduction” is 65.5×.

Afterwards an iterative process is executed. The ANN detector applica-
tion is performed at each iteration in the same way as the detector at pixel
level in the previous section but joining in the same block the application of
the ANNs to different active windows of the image. For this task there are two
possible approaches, as explained for the pixel by pixel algorithm: neuronal
parallelism and synaptic parallelism. Given that at each iteration the ANN
detector is applied only to the windows marked as promising in the previous
iteration, the number of ANNs per iteration is low so both approaches present
similar speedups of around 25×. For the sample image considered, the total
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Table 9.2 Comparison of execution times and speedups for the GPU and CPU implementa-
tions of the multiresolution target algorithm for a 1024 × 1024 × 64 image of 8 shipwrecked
persons.

CPU (s) GPU (s) Speedup
CPU-GPU transfer time – 0.0871 –
neuronal parallelism
block level reduction 0.1113 0.0017 65.5×
ANN computation 0.0231 0.0010 22.8×
TOTAL 0.1344 0.0027 48.9×
synaptic parallelism
block level reduction 0.1113 0.0017 65.5×
ANN computation 0.0231 0.0009 25.6×
TOTAL 0.1344 0.0026 51.7x

number of windows searched by the algorithm is 129 and the number of active
windows in one iteration is at most 36. With a maximum of 36 windows being
simultaneously processed we are working in the region of values below 26

for the X-axis in Figure 9.13(b), which corresponds to a situation when both
parallelizing strategies give similar performance results. The first result for
the input calculation and the ANN application (“ANN computation” in the
table) is a speedup of 22.8× that is obtained for neuronal parallelism. A larger
value of 25.6× is obtained for synaptic parallelism as shown in the table.

The “TOTAL” rows of Table 9.2 represent the sums of times for the
“block level reduction” and “ANN computation” stages. The initial CPU-
GPU transfer time that is carried out at the beginning of each algorithm is
not included in the speedup calculations. This time, as detailed in the table,
is 0.0871 seconds for the image considered. Given that the size of the image
is 256 MB, we obtain a CPU-GPU bandwidth of 2.9 GB/s being 20 GB/s the
theoretical peak for the GTX580 GPU.

The table also shows that for the whole multiresolution algorithm a spee-
dup of 51.7× is the best value achieved. Although this technique obtains
lower speedups than the target detection at pixel level (that obtained around
140×), we must consider that the execution time for the multiresolution al-
gorithm (0.0026 seconds) is lower than for the approach at pixel level (0.0094
seconds). The time for the multiresolution approach depends not only on the
size of the image but also on the number of targets.

Figure 9.15 shows separately the time consumed in accesses to memory
and computation when computing the multiresolution algorithm for the case
with best performance, the version with synaptic parallelism. The time is
nearly equally divided among computation (46.4%) and memory accesses
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Figure 9.15 Time breakdown for the multiresolution target algorithm with synaptic parallel-
ism for the 1024 × 1024 × 64 image of shipwrecked persons.

(53.6%). The global memory is responsible for most of the memory access
time (41.2%) because the results for each iteration of the algorithm must be
returned to global memory and after this to the CPU memory in order to de-
cide the number of thread blocks for the subsequent iterations. The bandwidth
measured is around 288 GB/s, hence the theoretical peak is achieved. For the
shared memory the value obtained is 429.46 GB/s, far from the theoretical
peak of 1544 GB/s.

9.5.3 Multiresolution Rotation-Invariant Target Detection
Algorithm

This algorithm also performs an iterative search of targets over decreasing
size windows and the computational stages are similar to those of the pre-
vious algorithm. The main difference is that it detects not only the targets
but also gives their orientation but at the cost of increasing the complexity of
the ANN detector and, therefore, increasing the computational time. For the
rotation-invariant algorithm the ANN detector consists of 4 ANNs that must
be sequentially applied to each window at each iteration. The input calcula-
tion for ANN-1 and ANN-2, as it was explained in Section 9.4.3, requires
reduction operations based on the results of a first stage called block level
reduction that is computed over 8 × 8 areas of the whole image.

The results for this algorithm have been obtained considering the sample
image in Figure 9.12(b). This is a 1024×1024×64 image (64 spectral bands)
containing 8 ships although only 6 are valid targets. Given that the minimum
considered size of a target is 16 × 16 pixels, 7 iterations of the algorithm are
required. A total of 173 windows are computed along the 7 iterations, being
64 the maximum number of active windows in one iteration. Note that the
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Table 9.3 Comparison of execution times and speedups for the GPU and CPU implementa-
tions of the rotation-invariant multiresolution target algorithm for a 1024 × 1024 × 64 image
of ships.

CPU (s) GPU (s) Speedup
CPU-GPU transfer time – 0.0871 –
neuronal parallelism
block level reduction 0.1113 0.0017 65.5×
ANN computation 0.0405 0.0022 18.4×
TOTAL 0.1518 0.0039 38.9×
synaptic parallelism
block level reduction 0.1113 0.0017 65.5×
ANN computation 0.0405 0.0021 19.3×
TOTAL 0.1518 0.0038 39.9x

number of windows that must be analyzed, and therefore the execution time,
depend on the size of the image, the size of the targets and the number of
targets.

The performance results for the CPU and the GPU code are compared
in terms of execution time and speedup in Table 9.3. The results have been
divided into the same stages as for the previous algorithm. The “CPU-GPU
transfer time” and the “block level reduction” are the same as for that al-
gorithm. Nevertheless, we can observe that for both, the CPU and the GPU
code, the time for the “ANN application” is higher here because the ANN
hierarchical structure is more complex. We have 0.0009 seconds for “ANN
application” in the multiresolution algorithm and twice this time (0.0021
seconds) for the rotation-invariant algorithm.

As for the previous algorithm, the “ANN application” can be partitioned
through neuronal parallelism or synaptic parallelism. The results are also
similar applying both strategies, obtaining 19.3× for synaptic parallelism and
18.4× for neuronal parallelism. The reason is the small number of active
windows at each iteration, that is at most 64. The best speedup for the whole
algorithm is 39.9× with 0.0038 seconds. It is worth remembering that for the
multiresolution algorithm the best speedup was 51.7× and the execution time
0.0026 seconds.

The time consumed in memory accesses and computation for the case
of the best speedup (synaptic parallelism) are displayed in Figure 9.16. As
for the previous algorithm (Figure 9.15) the time is nearly equally divided
among computation (47.7%) and memory accesses (52.3%) and the memory
access time is split among global and shared memories in similar percentages
as for that case (37.5% for global memory and 15% for shared memory).
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Figure 9.16 Time breakdown for the rotation-invariant multiresolution target algorithm with
synaptic parallelism for the 1024 × 1024 × 64 image of ships.

Observe that the times are not exactly the same as for Table 9.3 because
the method for measuring separately the time for computation and memory
access perform some approximations, as it was explained at the beginning of
this section. Nevertheless, there is an important difference to the previous case
as the rotation-invariant algorithm presents a lower computational efficiency
shown by lower values of bandwidth usage and GFLOPS.

9.6 Conclusions and Future Work

The objective of real-time processing has led us to propose three different
artificial intelligence target detection algorithms for hyperspectral images.
The target detection is applied to a search-and-rescue scenario where the
targets are shipwrecked persons and ships of the size of one pixel or bigger,
so no subpixel information extraction is required. The algorithms, based on
the application of artificial neural networks (ANNs), have been developed for
their efficient execution on GPUs, considering this a low cost, low-weight
parallel computing platform suitable for on-board processing. These are: an
algorithm for target detection at pixel level, a multiresolution target detection
algorithm and a rotation-invariant multiresolution detection algorithm.

Given that this processing of hyperspectral information results in
memory-bound applications the key is on reducing the memory require-
ments of our implementations and increasing the number of computations
that each block performs, consequently hiding the latency of data movement.
The memory requirements are reduced by storing intermediate results on
the shared memory and by performing accesses exploiting the temporal and
spatial locality of data in memory.
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The first detection algorithm, detection algorithm at pixel level, searches
pixel by pixel over the whole image determining if each pixel is part of a
target or not. For this algorithm two different parallelizing approaches, neur-
onal and synaptic, were considered depending on how the computations are
assigned to threads. The best speedup obtained over a 1024 × 1024 image
with 64 spectral bands and 7 shipwrecked persons as targets is 138.5× and it
was obtained for the neuronal approach.

The other two algorithms are called multiresolution algorithms because
they perform and iterative search of the targets over decreasing size windows
of the image. The size of the windows is divided by four in each iteration.
For each window an ANN detector is applied that determines if a window
must be subdivided or the detection over it finishes. The main computational
cost of the multiresolution algorithms is associated to the computation of the
inputs to the ANNs, that requires mainly reduction operations that should be
repeated for each window of the image. With the objective of reusing data,
the inputs are computed performing a multipass approach that increases the
data reuse. Both multiresolution algorithms identify the targets without the
need of a postprocessing stage for identifying the scale of the targets. The
difference between the algorithms is that the rotation-invariant multiresolu-
tion algorithm not only detects the targets but also their rotation angle. Both
implementations differs mainly on the complexity of the ANN-detector.

For the multiresolution target detection algorithm a 2-ANN detector is
applied at each iteration and a maximum speedup of 51.7× was achieved
for a 1024 × 1024 image with 64 spectral bands and 7 targets. For the
rotation-invariant multiresolution algorithm a detector consisting of 4 ANNs
is required and for an image of the same size but considering ships as targets,
a speedup of 39.9× was obtained.

The developed algorithms are competitive in accomplishing the goal of
real-time on-board processing of hyperspectral data because they are spe-
cially adapted to GPU processing, a flexible and portable computing platform.
To reach the real-time objective depends on the rate at which images need to
be analyzed. These algorithms could be applied with some modifications for
a broad range of hyperspectral applications.
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[2] F. López-Peña, J.L. Crespo, and R.J. Duro. Unmixing low-ratio endmembers in hy-
perspectral images through Gaussian synapse ANNs. Instrum. Meas., IEEE Trans.,
59(7):1834–1840, 2010.

[3] V. Fresse, D. Houzet, and C. Gravier. GPU architecture evaluation for multispectral
and hyperspectral image analysis. Society of Photo-Optical Instrumentation Engineers
(SPIE) Conference Series, 7872:121–127, 2010.

[4] J.E. Freeman, S. Panasyuk, A.E. Rogers, S. Yang, and R. Lew. Advantages of intraop-
erative medical hyperspectral imaging (MHSI) for the evaluation of the breast cancer
resection bed for residual tumor. Journal of Clinical Oncology, 2005 ASCO Annual
Meeting Proceedings, 23(16S), Part I of II (June 1 Supplement), pp. 709, 2005.

[5] J. Brazile, M.E. Schaepman, D. Schlapfer, J.W. Kaiser, J. Nieke and K.I. Itten. Cluster
versus grid for large-volume hyperspectral image preprocessing. Proceedings of SPIE,
5542:480-491, 2003.
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Abstract

This chapter is concerned with the problem of classifying processes using
temporal characteristics. To this end the approach followed employs the tem-
poral information in sequences of hyperspectral images that are obtained as
the processes take place. In other words, classification is achieved taking into
account the temporal evolution of the process in the discrimination that must
be made. To facilitate obtaining the appropriate classifiers, a particular type
of artificial neural networks with trainable delays in their synapses as well
as a training algorithm that permits adapting these temporal delays to the
process are considered. The classification scheme is presented and applied
to a real processing problem in the area of curing resins. Several experi-
ments that considered different proportions of resin components as well as
varying environmental parameters such as humidity were carried out and are
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10.1 Hyperspectrometry

Hyperspectrometry or hyperspectral imaging is a relatively new technique
that has been traditionally used in the field of remote sensing. The first
hyperspectrometers were developed in order to produce images from high
flying airborne platforms or satellites. They were usually large instruments
with complex deployment and handling characteristics typically run by
space agencies or other large providers of imaging resources [1]. Typical
applications of remote hyperspectral sensing are related to vegetation monit-
oring [2–4], target detection [5, 6], and many others. Currently the situation
has changed quite a bit. As a consequence of the popularization of imaging
sensors and the advances in digital photography and video capture techno-
logy, new implementations of many smaller designs and platforms have been
proposed and have led to the aperture of many new application domains. This
has been especially relevant in the area of close up inspection tasks such as
medical imaging [7, 8] or quality control in processing plants [9, 10], leading
to a flurry of activity in research into new algorithms and strategies that would
adapt to these new application areas.

A hyperspectral image is characterized by the fact that for each spatial res-
olution element (pixel), data is collected with high spectral resolution over the
electromagnetic spectrum in the 400–2500 nm band (visible to near infrared).
It is commonplace to use 50 to 250 spectral bands with bandwidths in the 5 to
20 nm range. The large amount of information that any hyperspectral image
provides allows for a very detailed description of the spectral signature in
each pixel in the image, and consequently, facilitates the detection and identi-
fication of individual materials or classes. However, these very large amounts
of data are the source of some of the main challenges currently associated
with hyperspectral imaging: efficient handling of high data rates and accurate
and fast segmentation and classification of areas within the images.

Hyperspectral sensing systems represent today a mature technology, and,
as indicated, have been used in many different fields. Nevertheless, there is
presently a wide open field for new applications using hyperspectral imaging
at close and mid-range that would make these instruments much more ac-
cessible and ubiquitous. However, addressing these applications does require
an impulse in two main directions for the technology to become common-
place and popular. On one hand, hyperspectrometers must be made more
affordable, small, light and rugged and, on the other, they must be made as
autonomous as possible and very easy to use by non-experts. This obviously
requires developments in the hardware and control structure and motivates
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the research into efficient and accurate methods to process this data. In par-
ticular, as autonomy and data processing resilience would be a very important
aspect of this new generation of sensors, the introduction of more intensive
computational intelligence techniques that allow the systems to be used in
less specialized applications than those currently contemplated becomes a
necessity.

From a software or data processing point of view, Manolakis et al. [11]
have indicated that most algorithms used in hyperspectral applications can
be grouped into four categories: change detection, target/anomaly detection,
classification, and spectral unmixing. In the last twenty years, almost all re-
search efforts have focused on the analysis of static hyperspectral images
in terms of the last three categories. However, more recently and as a con-
sequence of improvements in hyperspectrometers, it has become feasible to
capture a continuous flow of images allowing for the processing of hyper-
spectral information from a dynamic point of view. Some algorithms have
been designed using temporal information [12, 13], mostly for the detection
of changes, directly in the images as in [14–16] or detecting changes in the
abundances of endmembers as in [17]. Some other authors use the sequence
of images to enhance resolution, this is the case in [18], but still without really
using the temporal evolution of the frame sequence as a classification strategy.
The objective of this chapter is to present a technique that permits addressing
the problem of using temporal sequences in the classification process and not
only to detect changes. In fact, there are many problems where information
from a single image provides ambiguous classification results and it is the
integration of the evolution of the subject in time that really provides an
unambiguous classification.

This problem has been tackled in the image processing field dealing with
one or three dimensional (RGB) images by using video sequences to obtain
better classifications, to eliminate noise or to improve image resolution. Some
authors have even used low resolution multispectrometers to this end. In fact,
an example of this is the work by Murguia et al. [19] who characterize as-
tronomical objects in terms of their periodic signatures to determine their
rotation. Here the objective is to extend this work to the realm of high dimen-
sional images, such as those obtained from hyperspectral sensors, through
the use of new techniques and algorithms that are adapted to the high di-
mensionality involved. In particular, in this chapter we make use of specific
types of neural network architectures and training procedures for the temporal
processing of this type of images.
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Figure 10.1 Hyperspectrometer schematics: (1) subject, (2), (4), (6) objectives, (3) slit, (5)
grating, (7) CCD.

10.2 Sensing System

Hyperspectrometric sensors come in a variety of flavors and structures. The
sensing system used here in the framework of a research project on the devel-
oping of a complete, automatic, flexible, reliable, fast and precise real time
detection and representation system. At its core is a push-broom type light
imaging hyperspectrometer which is an independent module developed to be
used as a portable device on its own. Figure 10.1 displays its configuration.

It is constructed out of commercially available components allowing for
a low-cost product. The slit allows just one line of the subject image which is
decomposed into a spatial dimension plus a spectral dimension in the image
plane. A 12 bit CCD camera acquires these images corresponding to a section
of the hyperspectral cube. The instrument presents a good signal to noise ratio
for wavelengths in the range between 430 and 1000 nm, which is the range it
covers with a resolution of up to 1040 bands. The measured spatial resolution
was about 30 um in the image plane. In terms of speed, this sensor is capable
of capturing up to 47.2 hyperspectral 1040 pixel lines per second with the
spectral depth indicated before.

This instrument was used in a processing line and Figure 10.2 displays
the experimental setup that was used and a schematic view of the hyperspec-
trometer. In addition, a virtual instrument has been developed to implement
the ANN based processing module plus a user friendly graphical interface for
visualization, control and post-processing. For all the experiments presented
here, all of the measurements were carried out in our laboratory in a simulated
processing line as shown in the top image of Figure 10.2.
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Figure 10.2 Experimental setup (top) and schematic view of the hyperspectrometer
developed.

10.3 Temporal Based Pixel Classification

Now the problem that must be addressed is how to perform classifications
taking into account the temporal evolution of the spectra of the pixels. To
this end it was determined that a neural network architecture developed in
our group and called Temporal Delay Based ANN (TDB-ANN) as well as
its training algorithm (TDBP) could be very adequate for this purpose. The
architecture and training algorithm of the artificial neural network we con-
sider were introduced in [20] and studied with respect to its noise rejection
characteristics in [21].

A TDB-ANN consists of several layers of neurons connected in a very
similar way to a Multiple Layer Perceptron (MLP). Thus, every neuron of one
layer is connected through a synapsis to every neuron of the next layer. Each
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neuron performs a sum of its inputs and passes these values through some
non-linear function (in this case a sigmoid). It is obviously a feed-forward
network. The only difference with respect to a traditional MLP is that the syn-
apses are represented by two trainable parameters: the classical weight term
and an additional delay term. Consequently, now the synaptic connections
between neurons are characterized by a pair of values, (wij , τij ), where wij is
the weight describing the ability of the synapsis to transmit information from
neuron i to neuron j and τij is a delay, which can be taken as an indication of
the length of the synapsis between neurons i and j . In other words, it models
the time it takes for information to traverse the synapsis and reach the target
neuron, that is, the longer it is, it will take more time for information to reach
the target neuron. It is, obviously, this second term the one that allows the
network to perform temporal processing as a target neuron in a given instant
of time will be considering at its inputs information chunks coming from the
neurons in the previous layer that have taken different amounts of time to
reach it, meaning that they correspond to different instants of time.

The training algorithm (TDBP) was initially developed for processing
one-dimensional signals, but it can be extended to multidimensional ones.
The main assumption that is made when training networks using this al-
gorithm is that each neuron in a given layer can choose the delay it wishes
to impose on its inputs. Time is discretized into instants, each one of which
corresponds to the period of time between an input to the network and the
next input. Every neuron of the network computes an output every instant of
time.

A selection function is added to the processing of each neuron in order to
allow it to choose from all of the possible previous inputs to a neuron the ones
we are actually going to take as input it in a given instant of time (think of all
of the inputs in time as a list of values out of which the neuron can choose
one by pointing at it or, actually, by modifying a delay term). This selection
function can be something as simple as:

δij =
{

1 → i = j

0 → i �= j
(10.1)

When considering an output neuron, the output of neuron k in instant t can
be expressed as:

Okt = F

⎛

⎝
N∑

i=0

t∑

j=0

δj (t−τik)wikhij

⎞

⎠ (10.2)
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where F is the activation function of neuron k, hij is the output of neuron i of
the previous layer in instant j and wik is the weight of the synapsis between
neuron i and neuron k. The first sum is over all the neurons that reach neuron
k (those of the previous layer) and the second one is over all the instants of
time considered, that is, an interval as long as the maximum delay term we
want to allow.

The result of this function is the sum of the outputs of the hidden neurons
in times t − τjk (where τjk is the delay in each synapsis jk) weighed by the
corresponding weight values. We thus obtain the output of every neuron as a
function of the outputs of the neurons in the previous layer and the weights
and delays in the synapses linking them.

If we now consider the output of a neuron in the hidden layer, the equation
would look like:

hit = F

(
M∑

r=0

t∑

s=0

δs,(t−τri )wriIrs

)

(10.3)

In this case Irs corresponds to the output of an input neuron.
The key to this type of networks is that both the weights and delays can be

trained. To train these weights and delays we have resorted to a modification
of the basic gradient descent algorithm of traditional backpropagation, but
taking into account the delay terms when computing the gradients of the error
with respect to weights and delays.

Therefore, starting from an error term for the outputs consisting in the
squared difference between what the network outputs and the target values
we want it to produce summed for all outputs:

Etotal,t =
∑

k

(Okt − Tkt )
2 (10.4)

We can now calculate the gradients of the error with respect to the weights
and delays in the synapses of the different layers.

10.3.1 Weight Terms

The influence of modifying a weight term wik connecting a neuron in a hidden
layer to one in the output layer over this error term can be written as:

∂Etotal,t

∂wjk

= ∂Etotal,t

∂Okt

∂Okt

∂oNetkt

∂oNetkt

∂wjk

(10.5)

with oNetkt being the weighed sum of the inputs to neuron k in time t , in
other words, its combination function.
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Now, much in the same way as in the case of the traditional backpropaga-
tion algorithm, we define

�kt = ∂Etotal,t

∂Okt

∂Okt

∂oNetkt

= 2(Okt − Tkt )F
′(oNetkt ) (10.6)

And the last term of (10.5) results in

∂oNetkt

∂wjk

=
∂

[∑N
i=0

∑t
l=0 δl,(t−τik)wikhil

]

∂wjk

=
t∑

l=0

δl,(t−τjk)hjl = hj,(t−τjk)

(10.7)
Therefore, the gradient of the error in terms of the weights of the synapses to
neurons in the output layer can be written as:

∂Etotal,t

∂wjk

= �kthj,(t−τjk) (10.8)

Now, for synapses to neurons in the hidden layer,

∂Etotal,t

∂wjk

= ∂Etotal,t

∂hNetkt

∂hNetkt

∂wjk

(10.9)

and using the same reasoning as in the case of output neurons:

∂hNetkt

∂wjk

=
t∑

l=0

δl,(t−τjk)Ijl = Ij,(t−τjk) (10.10)

being Ijt the output of input neuron j in time t . On the other hand,

�kt = ∂Etotal,t

∂hNetkt

= ∂Etotal,t

∂hkt

∂hkt

∂hNetkt

= ∂Etotal,t

∂hkt

F ′(hNetkt ) (10.11)

and backpropagating the error through the output neurons

∂Etotal,t

∂hkt

=
∑

r

∂Etotal,t

∂oNetrt

∂oNetrt

∂hkt

=
∑

r

�rt

∂oNetrt

∂hkt

=
∑

r

�rtwkr

(10.12)
where r goes through all the output neurons. Therefore

�kt = ∂Etotal,t

∂hNetkt

= F ′(hNetkt )
∑

r

�rtwkr (10.13)
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and, consequently, the gradients in this case are very similar to those
corresponding to the output neurons.

∂Etotal,t

∂wjk

= ∂Etotal,t

∂hNetkt

∂hNetkt

∂wjk

= Ij,(t−τjk)F
′(hNetkt )

∑

r

�rtwkr (10.14)

10.3.2 Delay Terms

Doing the same for the influence on the total error of a variation of a delay
term τjk, that is, of which previous output is selected, we obtain:

∂Etotal,t

∂τjk

= ∂Etotal,t

∂Okt

∂Okt

∂oNetkt

∂oNetkt

∂τjk

(10.15)

where

∂oNetkt

∂τjk

=
∂

[∑N
i=0

∑t
l=0 δl,(t−τik)wikhil

]

∂τjk

(10.16)

Using the same arguments as in the case of the weights, we have

∂oNetkt

∂τjk

= wjk

∂hj,(t−τjk)

∂τjk

(10.17)

The second term of (10.17), that is, the variation of the output of a neuron
in the hidden layer due to a change in the delay term, which is the same as
saying how the output of the hidden layer varies with time around t − τjk can
be approximated to a first order by considering discrete time as:

∂oNetkt

∂τjk

= wjk

(
hj,(t−τjk) − hj,(t−τjk−1)

)
(10.18)

This approximation only implies assuming a degree of smoothness in the
outputs of the neurons with time in the time scale of two discrete events,
which in practice turns out to be a valid assumption. Obviously, this term
could be made more precise by considering more points around t − τjk, but
this is usually not necessary.

Thus, the gradient terms can be written as:

∂Etotal

∂τjk

= �kwjk

(
hj(t−τjk) − hj(t−τjk−1)

)
(10.19)

in which Etotal, as indicated above, is the total squared error for all the
training vectors.
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In the case of the hidden layer we have

∂Etotal,t

∂τjk

= ∂Etotal,t

∂hNetkt

∂hNetkt

∂τjk

(10.20)

and, as in the case of output neurons,

∂hNetkt

∂τjk

= wjk

(
Ij,(t−τjk) − Ij,(t−τjk−1)

)
(10.21)

being Ijt the output of input neuron j in time t . Consequently,

∂Etotal,t

∂τjk

= ∂Etotal,t

∂hNetkt

∂hNetkt

∂τjk

= wjk

(
Ij,(t−τjk) − Ij,(t−τjk−1)

)

F ′(hNetkt )
∑

r

�rtwkr (10.22)

where index r represents the neuron of the next layer, whether output or
hidden.

Taking all of the previous equations into account, now the algorithm is
basically the same traditional gradient descent employed in standard back-
propagation. That is, modify the weight term and the delay terms in the
direction of the negative gradient until a minimum of the error for the whole
system is obtained. Consequently, the equations for the increments of weights
and time delays for the output nodes during the backpropagation phase result
in:

�wjk = 2(Okt − Tkt )F
′(oNetkt )hj,(t−τjk) (10.23)

�τjk = 2(Okt − Tkt )F
′(oNetkt )wjk

(
hj,(t−τjk) − hj,(t−τjk−1)

)
(10.24)

and for those in the hidden layers:

�wjk = Ij,(t−τjk)F
′(hNetkt )

∑

r

�rtwkr (10.25)

�τjk = wjk

(
Ij,(t−τjk) − Ij,(t−τjk−1)

)
F ′(hNetkt )

∑

r

�rtwkr (10.26)

To address the problem of obtaining fractional values for t after updating
(which would not be valid due to the fact that time is discretized into integer
valued instants) and as in practice we have seen that rounding off to the
nearest integer is not a good solution as this obviously leads to a very discon-
tinuous gradient and thus hinders the training process, we linearly interpolate
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during the training process values for the outputs of the neurons in between
the values they produce for the two integer delays around the fractional one.
This way, the gradient function is continuous and no additional assumptions
to the one that was already pointed out regarding a degree of smoothness in
the outputs of the neurons are made.

Summarizing, by discretizing the time derivative, simple expressions may
be obtained for the modification of the weights and delays of the synapses in
an algorithm that is basically a backpropagation algorithm where the activa-
tion function of the neuron has been modified to permit selecting delays or, in
order words, choosing from the list of previous outputs of the neuron in the
previous layer. By adding input neurons to the network, any dimensionality
of the signals can be chosen.

10.4 An Application within an Industrial Process

The objective of this chapter is to present a technique whereby considering
the temporal sequence of hyperspectral images taken during the evolution of
a process, and appropriately processing them, we can obtain information that
is hard or impossible to obtain using static images. A series of experiments
related to controlling the quality of the drying or curing processes after ap-
plying different surface coatings were carried out to test this hypothesis and
to demonstrate how the algorithm can be applied.

In terms of the industrial process, the aim is to determine whether a sur-
face coating applied in an industrial line meets the quality levels required.
This will be achieved by studying the temporal drying sequence of the coat-
ing by capturing a sequence of hyperspectral images of the products as time
progresses. The coatings under consideration are resins. To produce appro-
priately cured resins it is necessary to mix certain components (in this case
two) in the adequate proportions and let the resin cure for a period of time un-
der controlled environmental conditions. Obviously, what is being considered
here is really a spatial-temporal problem, as the classification may be different
for different areas of the resin surface as shown in Figure 10.3. The final ob-
jective is to be able to determine whether the resin has cured appropriately in
every point of the surface by analysing the temporal evolution of the process.

To test the validity of the approach, an experimental data set was construc-
ted by making several different mixtures of resins under different humidity
conditions and with different proportions of two components A and B. The
different cases considered are displayed in Table 10.1. The first one of these
cases (50% A and 50% B) was taken as the reference “correct curing process”
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Figure 10.3 Three instants in the evolution of the drying process as obtained by composing
bands from the visible spectra.

Figure 10.4 Whole curing process for the reference sample.

and as such it is labeled in the graphs and comments that will follow. This
case contemplates the reference mixture and conditions for which the curing
process is optimal.

As the objective is to analyse the curing process through the determin-
ation of how it evolves in time, the mixtures were made and left to cure
for 500 seconds. Using the hyperspectrometric setup described before and
shown in the top image of Figure 10.2, images were taken of a line of 1000
points traversing the mixtures at a rate of close to one image per second (485
images in 500 seconds). Figure 10.4 displays a sequence of images of this
curing process for the reference sample and Figure 10.5 displays the visual
result of the final material obtained for some of the experiments. It is hard
to discriminate between the correct curing process and the others only by
analyzing these final images without considering the temporal evolution of
the material’s mixture.

The spectra corresponding to the points obtained were normalized and
corrected using as a reference the background area, where there was no mix-
ture. The objective was for the processing system to discriminate the optimal
curing processes from suboptimal ones as soon as possible.

As a first test in order to validate the need to perform a time based pro-
cessing, we evaluated the possibility of discriminating the correctly cured
resin from the rest once the whole curing process was finished. Figure 10.6
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Table 10.1 Curing processes.
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Figure 10.5 Final result for some of the experiments.

Figure 10.6 Spectra of the final resins after curing has ended for different cases (a correct and
three incorrect curing processes).

displays the spectra corresponding to points on three different experiments
once all of them had cured. As expected, the spectra are practically identical
and it was impossible to obtain any kind of correct classification using only
this information.
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Figure 10.7 Evolution of the spectra during the curing process for the correct curing process
(top) and that of experiment 4.3 (bottom).

As a consequence, we considered the temporal evolution and introduced
the delay based neural networks explained above as classifiers over a se-
quence of images taken in time. Figure 10.7 displays a sequence of spectra
for two cases, one the correct curing process and another one that is incorrect
(4.3 in Table 10.1).
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To train these networks we used 80% of the samples considered. The
remaining 20% were used for testing. For each experiment, the temporal se-
quence was discretized into ten time intervals by averaging the spectra within
each interval and the spectra themselves were binned into 16 bands. A 16
input TDANN was used and different proportions of the temporal sequence
were used for training and testing in order to determine how much temporal
information from the curing process was necessary in order to achieve 100%
discrimination (in this case a positive classification would return a value of
0.5 and a negative one of −0.5).

This process was started using the first 36 seconds of curing and, as shown
in Figure 10.8, even though with this information a certain order in terms
of quality seems to be present, the discrimination is still not good enough
and a level of confusion is still present. This level decreases if more time is
considered as shown in the graphs of Figure 10.9, corresponding to 42, 47,
53 and 480 seconds of sampling. In fact, in cases with more than 47 seconds
of sampling, all the correctly cured samples (blue dots) are appropriately
classified with a value above zero and all the rest of incorrect curing processes
are assigned values below zero by the network. Consequently, by monitoring
the processes for 50 seconds we are able to discriminate perfectly if it is
going to cure correctly or not. Obviously, if more time is considered, the
results become even better, as shown in the bottom graph corresponding to
the results produced by the network considering 480 seconds, that is, almost
the whole 500 seconds time interval.

Finally, and to demonstrate how fast this algorithm can learn, in Fig-
ure 10.10 we display the evolution of the Mean Squared Error as training
takes place for some of the previous cases. The algorithm only requires
around 150 epochs of training to achieve very low errors in those cases where
the temporal information is enough to establish a reliable discrimination. In
fact, this number decreases to around 70 epochs in the case of the 480 second
sampling.

10.5 Conclusions

This chapter has presented an approach to consider the temporal evolution of
the spectra within hyperspectral images to classify the quality of processes
even when the final spectra obtained (and therefore their visual appearance)
are almost the same for correctly performed processes or processes with
deficiencies.
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Figure 10.8 Results produced by the TDANN when using a sequence of 10 averaged spectra
from the first 36 seconds of the curing process.

The approach involves using artificial neural networks that have been
specifically developed to take into account temporal considerations. In this
particular case we have extended the operation of Trainable Delay Based
Artificial Neural Networks to multidimensional signals to achieve this end.
Their application has been straightforward and in the industrial case to which
it has been applied, that is, resin curing processes, the results obtained have
been very satisfactory with quite short training periods.

This type of approach has been shown to be able to discriminate very
clearly between correctly performed curing processes and processes that
present problems due to wrong component mixtures or humidity. In addition,
it is important to note that using this type of procedure, the discrimination
can be performed using just the first few seconds of the curing process and
this allows for an immediate rejection of suboptimal products without having
to wait for the whole curing process to end.

Anyway, this is just one application within a field that is becoming very
important in hyperspectral image processing: Temporal based classification.
This field presents many opportunities to detect and classify events as a func-
tion of the temporal variations of the features (whether directly spectra or
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Figure 10.9 Same as Figure 10.5 (including process labels) but taking into account, from top
to bottom, 42, 47, 53 and 480 seconds of curing process.
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Figure 10.10 Training Error for the training processes using 47, 53 and 480 seconds of
sampling.
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endmember proportions) of the image in a dynamic classification process. We
are now in the process of extending these results to other processes in what
we think is a very promising approach to expand the use of hyperspectral
imaging.
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